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• The state-of-the-art of recognition and 
reconstruction

• The challenges of reconstruction

• Conclusions 



AI and computer vision

• AI, computer to ‘see’, to ‘hear’ and to ‘read’
• ‘I see.’  I understand.

• understanding of visual (image), audial (speech), and languages

– Computer vision, speech recognition, natural language processing

• Visual is the core
• 80% of our sensing is visual!

• The hardest of perception

• The AI (R)evolution comes from computer vision!



2012, a year of no significance

• CVPR 2012

– 2012, annual gathering of computer vision researchers, like 
all years 
• An  improvement of 10% (from 75 to 85) in ImageNet competition

• Computer vision researchers use machine learning techniques to 
recognize labeled objects in large amount of images

• Forward to 2016 AlphaGo beats professionals
• A narrow AI program



LeNet: a layered model composed of convolution and 

subsampling operations followed by a holistic 

representation and ultimately a classifier for handwritten 

digits. [ LeNet ]

Convolutional Neural Networks: Lecun 1998.  Input  black/white 32*32. 

only CPU

1998, the year of the proto CNN



AlexNet: a layered model composed of convolution, 

subsampling, and further operations followed by a 

holistic representation and all-in-all a landmark 

classifier on

ILSVRC12. [ AlexNet ]

+ data

+ gpu

+ non-saturating nonlinearity

+ regularization

Convolutional Neural Networks: 2012. Input 224*224*3. GPU.

2012, the year of the resurrection of CNN



What is now for 6 years from 2012 to 2018?

• Computer power, GPU, by Nvidia, Jen-Hsun Huang

• Millions of labeled image data ImageNet by Fei-fei Li

VisGraph, HKUST

• 1000 times faster!
– 2012, AlexNet, six days on 2 GPU Nvidia GTX 580 training

– now, 18 minutes in one DGX-2

• 1000 times bigger!
– 2012, AlexNet has about 60 million parameters

• 10 times conference size for cvpr and others

What happened for 15 years from 1998 to 
2012?



The fundamentals of computer vision

• Image understanding, ultimately, yet faraway, therefore,  
visual perception and recognition

• The search of the fundamental visual features
– phoneme in speech, character in textural,  word in language …

– Pixel, picture element, not a feature per se

• The two fundamentals of  recognition and reconstruction
– Re-cognition

– Re-construction



The brief history of computer vision

• The classical period 1980s 
– Edges, primal sketches
– Line segments for recognition and reconstruction
– Ended by Canny’s optimal edge detector

• The geometry, la belle epoque,  1990s and 2000s
– Point features and descriptors, 
– the most representative, hand-crafted SIFT
– Bag of words, and SVM for recognition, paved way for the neural 

revolution
– The successful 3D point reconstruction

• The CNN era 2012 
– Learned features by CNN
– Classisifcation and regression by NN
– The end-to-end CNN nets

• It is a revolution, but also an evolution with
– higher-dimensional features and 
– automatic feature extraction by learning



The state-of-the-art of visual recognition:  a 
statistical classification with supervised CNN 
in very and very high dimensions

• Even lots of excitements on unsupervised learning, GAN, and others, yet the 
most successful ones so far are the supervised CNN
• The end-to-end nets, LeNet, AlexNet, …, ResNet, … , *Net

• Any thing you can clearly define and label
• Then show a few thousands examples (labeled data) of these things to the computer 
• A computer recognizes a new image, not seen before,  now as good as humans, 

even better!

• It is task-specific
• It  memorizes and ‘recognizes’ better than human, but does not ‘understand’ better!
• It is as dump as it was before!

– We can label a cat for a dog
– We can take dogs and wolves for the genus canis
– We can also distinguish Samoyed dogs from white wolves



The CNN redefined the state-of-the-art 
of visual features

• Hand-craft features (finite, small, well-understood, 
SIFT) for geometry and reconstruction first, then 
recognition as bags of words or features

– A few hundreds

• Learnt CNN features (huge, hierarchical and 
compositional, less-understood, more powerful)  for 
recognition

– A few millions 



But, we have two eyes and our vision is 
stereo!

The human visual system not only recognizes 
objects, but is able to ‘act’  in scenes,  and 
processes 3D information to interact with the 
world.

• The next level of reconstruction in addition to 
recognition

• CNN mostly successful only in recognition

• Reconstruction led the computer vision in hand-
crafted features before CNN 



• Stereopsis is the computation of depth information 
from views acquired simultaneously from different 
points in space.

• It is mostly confined to mammals with front-facing 
eyes, the lower animals have less stereo vision.

• The carnivore predators have strong convergent 
stereo (stereo, to act and hunt! with depth) than 
herbivore preys (mono and pano, to detect and 
runaway :)

Stereopsis defines the creatures’ social scale



The fundamentals of depth reconstruction in 
stereopsis

• Geometrically, it is triangulation, (not  trilateration in 
GPS!)
– This belongs to the classical applied mathematics and 

optimization, from geometry to photogrammetry and to 
computer vision … 

• Locally, it is recognition, or matching, per image, per 
patch, and per pixel
– One against another, two images

• how to find the same thing?

• find the corresponding features  sparse image matching

• find the corresponding pixel  dense image matching



The modern 3D reconstruction that has 
shaped the modern computer vision!

• Where is the corresponding point? 
– Its ‘recognition’ nature led to the hand-crafted point features and local 

descriptors 
– Matching, retrieval, classification, recognition 

• Where is the camera?
– Camera pose reconstruction --- reconstruction of ‘feature’ points 

(Structure from motion)
– Extended robotics application as SLAM by integrating additional non-

visual sensorial information

• Unstructured point cloud representation
– Dense reconstruction --- per pixel reconstruction (Multi-view stereo)

• Structured geometric representation (manifold of arbitrary 
topologies)

• Ultimate High-level semantic representation



The-state-of-the-art of 3D reconstruction, 
altizure.com, by altizure and HKUST



Altizure.com

• A portal for reconstructing the world, big or small
– For small-scale with smartphones
– For large-scale with drones!
– For street-view with cars!
– Inside out, and no limitation …

• A crowd-sourced Earth
– More than Google earth
– Understanding of the objects and photos
– …

• It’s a modern computer vision platform with reconstruction 
and recognition

• Altizure is also an APP for iphone and android mobiles 



The road to  ‘deep’  depth

• Actively within these two years!

• Feature detection and matching

– From hand-crafted features to learned features

– Very large-scale retrieval

– Pair-wise matching descriptors per se

• Not geometrically computed poses, but learned 
locations from data

– Qualitative or quantitative?

• Multi-view stereo

– From classification to CNN stereo regression

– End-to-end point reconstruction



MVSNet:  Depth Inference for Multi-View 
Stereo (Yao et al. eccv 2018)

• End-to-end MVS learning framework

• 3D regressional convolutional networks in the cost 
volume

• Learned stereo features

• Learned metric vs hand-crafted cost metric  (SSD, 
NCC)

• Learned cost regularization



MVSNet architecture

Yao Yao, Zixin Luo, Shiwei Li, Tian Fang, Long Quan,

MVSNet: Depth Inference for Unstructured Multi-view Stereo,

European Conference on Computer Vision (ECCV), 2018



MVSNet performance

(a) W = 1600, H = 1184 (b) W = 1280, H = 1024 (c) Ground Truth
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GeoDesc:  Learned local descriptors (Luo et 
al. eccv 2018)

• More straight-forward applications of CNN, Local 
descriptors for image-wise and patch-wise matching

• With larger data scenarios: reconstructed datasets 
are labeled data!

• Integrating geometry constraints in the nets

• Improved the robustness of matching and 
reconstruction.



GeoDesc performance

- Best results on Heinly benchmark.

- Best results on HPatches.

- Best results on ETH benchmark.

Benchmarks released on 

ECCV’12

Benchmarks released on 

CVPR’17

Zixin Luo, Tianwei Shen, Lei Zhou, Siyu Zhu, Runze Zhang, Yao Yao, Tian Fang, Long Quan 

GeoDesc: Learning Local Descriptors by Integrating Geometry Constraints, 

European Conference on Computer Vision (ECCV), 2018



3D Descriptors:   from 2D image descriptors 
to learned RGB-D descriptors (Zhou et al. 
eccv 2018)

• Local descriptors not only for RGB, but also for D

• Multi-view patch extraction and encoding

• Graphical matching models

• May lead to the new paradigm of 3D reconstruction 
pipeline by operating earlier in 3D space



3D Descriptor architecture
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Fig. 2: (a) Test error and forward t ime per iterat ion of t rained MVDesc network with

respect to the number of fused views. Three views are chosen as a good t rade-o↵
between accuracy and efficiency. (b) Test error of our MVDesc network with or without

the view pooling branch. Using view pooling as a skip connect ion cont ributes to much

faster convergence of learning.

illust rated in Figure 2(b), the equipment of view pooing branch contributes to

faster convergence during t raining. Intuit ively, the view pooling branch, having

ext racted the essent ial st rongest responses across views, makes it easier for the

Fusept ion branch to just learn the residual mapping.

3.2 M V D esc N etwor k

Table 1: The parameters of proposed MVDesc network. The Fusept ion-ResNet module

is depicted in Figure 1.

L ayer s K er nel Channels St r ide A ct ivat ion

Conv5-1 3⇥ 3 32 1 ReLU

Conv5-2 1⇥ 3 32 1 ReLU

Conv5-3 3⇥ 1 32 1 ReLU

Conv6 1⇥ 1 64 1 ReLU

Conv7 3⇥ 3 8 2 TanH

The network for learning MVDesc is built by put t ing the proposed FRN

module on the top of three parallel feature networks. We use the feature net-

work from MatchNet [47] as a basis but remove the bot t leneck layer and the

metric network. The feature networks of three views share the same weights of

corresponding convolut ional layers. The ReLU act ivat ion follows each convolu-

t ional layer except the last one, Conv7, which is followed by TanH. The channel

number of Conv7 can be set flexibly to adjust the dimension of final descriptors.

The parameters of the full MVDesc network are detailed in the supplement .

3.3 Training

Loss. The two-tower Siamese architecture [15, 48] is adopted here for t raining.

The double-margin cont rast ive loss is used with two margins⌧1 and ⌧2 (⌧1 =

0.3,⌧2 = 0.6 in our experiments) [49], i.e.,

L (v{ 1,2,3}
a , v

{ 1,2,3}

b ) = y max(||da − db||2 − ⌧1, 0)

+ (1− y) max(⌧2 − ||da − db||2, 0),
(1)

Fig. 1: (a) Architecture of proposed Fusept ion-ResNet that fuses feature maps of t riple

views. Backed by the view pooling branch as a shortcut connect ion, (b) the Fusept ion

branch takes charge of learning the underlying residual mapping. (c) T he parameters

of the convolut ional layers are listed.Table 1: My capt ion

L ayer s K er nel Channels St r ide A ct ivat ion

Conv5-1 3⇥ 3 32 1 ReLU

Conv5-2 1⇥ 3 32 1 ReLU

Conv5-3 3⇥ 1 32 1 ReLU

Conv6 1⇥ 1 64 1 ReLU

Conv7 3⇥ 3 - 2 -

3.1 M ult i -V iew Fusion

Current ly, view pooling is the dominant fusion technique used to merge feature

maps from di↵ erent views [29–31]. However, as reported by the literature [30,

41, 42], the pooling operat ion is somewhat risky in terms of feature aggregat ion

due to its e↵ ect of smoothing out the subt le pat terns locally. Inspired by ResNet

[43], we propose an architecture termed Fuseption-ResNet which uses the view

pooling as a skip connect ion and add a sibling branch termed Fuseption in charge

of learning the residual mapping as a complement to the pooling branch. Unlike

[29–31] using 12 or 20 views for object instances, our fusion network consumes

only 3 views for the descript ion of local keypoints, which is observed to be a

good t radeo↵ between accuracy and efficiency as suggested by Figure 2(a).

Fusept ion. The Fusept ion is an Incept ion-style [44, 45] architecture capped on

top of t riple-view feature maps, as shown in Figure 1(b). First , following the

st ructure of incept ion modules [44, 45], three lightweight cross-spat ial filters with

di↵ erent kernel sizes, 3⇥ 3, 1⇥ 3 and 3⇥ 1, are adopted to ext ract di↵ erent types

of features. The asymmetric 1⇥ 3 and 3⇥ 1 convolut ional layers help to reduce

the number of parameters [45]. Second, the 1 ⇥ 1 convolut ion, employed above

concatenated feature maps, is responsible for the merging of correlat ion stat ist ics

across channels and the dimension reduct ion as suggested by [44, 46].

Fusept ion-R esN et (FR N ) . Inspired by the e↵ ect iveness of skip connect ions

in ResNet [43], we take view pooling as a shortcut in addit ion to Fusept ion as

shown in Figure 1(a). With the view pooling branch in charge of ext ract ing

the st rongest responses across views, the Fusept ion branch is responsible for

capturing the underlying deviat ions from the pooled feature map. The both

……

……

……

Fig. 1: An overview of proposed Fusept ion-ResNet (FRN). (a) Architecture of FRN that

fuses feature maps of t riple views. Backed by the view pooling branch as a shortcut

connect ion, (b) the Fusept ion branch takes charge of learning the residual mapping.

(c) The parameters of the convolut ional layers are listed

Table 1: My capt ion

L ayer s K er nel Channels St r ide A ct ivat ion

Conv5-1 3⇥ 3 32 1 ReLU

Conv5-2 1⇥ 3 32 1 ReLU

Conv5-3 3⇥ 1 32 1 ReLU

Conv6 1⇥ 1 - 1 ReLU

Conv7 3⇥ 3 - 2 -

pooling as a skip connect ion and adds a sibling branch termed Fuseption in

charge of learning the underlying residual mapping.

Fusept ion. As shown in Figure 1(b), the Fusept ion is an Incept ion-style [45, 46]

architecturecapped abovemult i-view featuremaps. First , following thest ructure

of incept ion modules [45, 46], three lightweight cross-spat ial filters with di↵ erent

kernel sizes, 3 ⇥ 3, 1 ⇥ 3 and 3 ⇥ 1, are adopted to ext ract di↵ erent types of

features. Second, the 1 ⇥ 1 convolut ion, employed above concatenated feature

maps, is responsible for the merging of correlat ion stat ist ics across channels and

the dimension reduct ion as suggested by [45, 47].

Fusept ion-R esN et (FR N ) . Inspired by the e↵ ect iveness of skip connect ions

in ResNet [44], we take view pooling as a shortcut in addit ion to Fusept ion as

shown in Figure 1(a). As opposed to the view pooling branch which is in charge

of ext ract ing the st rongest responses across views [30], the Fusept ion branch is

responsible for learning theunderlying residual mapping. Both engaged branches

reinforce each other in term of accuracy and convergence rate. On the one hand,

the residual branch, Fusept ion, guarantees no worse accuracy compared to just

using view pooling. This is because if view pooling is opt imal, the parameters of

Fusept ion will be pulled to zeros to approach no residuals. On the other hand,

theshortcut branch, view pooling, great ly accelerates theconvergenceof learning

MVDesc as illust rated in Figure 2(a). Intuit ively, since the view pooling branch

has ext racted the essent ial st rongest responses across views, it is easier for the

Fusept ion branch to just learn the residual mapping.

Lei Zhou, Siyu Zhu, Zixin Luo, Tianwei Shen, Runze Zhang,  Mingmin Zhen, Tian Fang, Long Quan,

Learning and Matching Multi-View Descriptors for Registration of Point Clouds, 

European Conference on Computer Vision (ECCV), 2018
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Reconstruction from RGB-D data grows 

from point matches between point clouds.



The 3D reconstruction by HKUST and Altizure
ranked top in April！

• No. 1, HKUST/Altizure,  MVSNet, 
Benchmarking large-scale scene 
reconstruction

• No. 1, HKUST/Altizure FDNet, 
Pascal VOC challenge



Opportunities and Challenges

• “All the impressive achievements of deep learning 
amounts to just curve fitting” by Judea

• “Deep learning does not scale” by Piekniewski

– AlexNet in 2012 has 60 million parameters

– Now, 1000 times of that number, but 1000 more capable? 
No!



Conclusions

• Personal reflections of computer vision and 
reconstruction

• Yet, hardware evolution is a reality and changing the 
world!
– from big (GPU and others) to small (mobile)
– from flying cameras, drones, to phone cameras, every one and 

every there!

• Our computer vision community, and broadly AI, is into a 
golden age, from a few hundreds to a few thousands

• Deep learning is not only leading recognition, is also 
driving reconstruction!

• A general AI is defined by visual understanding, and it is 
yet profoundly limited by it.



Thank you.


